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ABSTRACT
Many interesting problems, including redistricting and causal
inference models, have heroically large solutions spaces and
can be framed within a large-scale optimization framework.
Their solution spaces are vast, characterized by a series of ex-
pansive plateaus rather than a rapid succession of precipices.
The expansive plateaus coupled with the sheer size of the
solution space prove challenging for standard optimization
methodologies. Standard techniques do not scale to prob-
lems where the number of possible solutions far exceeds a
googol. We demonstrate how a high performance computing
environment allows us to extract insights into these impor-
tant problems. We utilize multiple processors to collabora-
tively hill climb, broadcast messages to one another about
the landscape characteristics, and request aid in climbing
particularly difficult peaks. Massively parallel architectures
allow us to increase the efficiency of landscape traversal,
allowing us to synthesize, characterize, and extract informa-
tion from these massive landscapes.

Categories and Subject Descriptors
[Applications]: Computation and data-enabled social sci-
ence; [Algorithms]: Discrete and Combinatorial Problems

Keywords
Optimization, Causal Inference, Redistricting

1. INTRODUCTION
Large-scale optimization problems are increasingly com-

mon with the increase in data availability. Applications
abound across all areas of science, with many prominent
applications in physics, biology, economics, political science,
and engineering. Greater data availability both provides
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enormous potential and presents daunting challenges. The
ability to extract, organize, and analyze enormous stores of
data is not trivial especially as the desired analysis increases
in sophistication. Optimization techniques that may have
been insightful for smaller scale data sets may no longer be
feasible for larger data sets. We demonstrate, with an appli-
cation of causal inference methods, how a massively parallel
architecture allows data extraction and analysis in ways not
otherwise possible.

2. CAUSAL INFERENCE AND OPTIMIZA-
TION MATCHING

We develop effective and efficient computational models
for making causal inferences. We take advantage of mas-
sively parallel supercomputers for our computationally in-
tensive analysis by developing a novel message passing pro-
tocol for general large-scale optimization frameworks. The
proposed research builds on statistical models developed by
the author [1]. The discrete optimization problems along
with the algorithms and heuristics formulated translate to
other optimization problems with similar structures.

Let C be a set of control group units, and T be a set
of treatment units. The goal is to determine a subset of
controls, SC , and a subset of treatments, ST , so that the
ratio of the sizes of the subsets of controls and treatments is
fixed, |SC | / |ST | = β ∈ Z+, where Z+ is the set of positive
integers. Given any subsets of C and T, define the function
h : 2C × 2T → [0, 1] to be a measure of balance between
any subset SC ⊆ C and any subset ST ⊆ T . The goal is
to determine subsets SC and ST and β ∈ Z+, such that h
is minimized. We show that this Subset Balance Problem is
NP-Complete.

GIVEN: Two finite sets C and T ,
γ ∈ [0, 1], and
a polynomially computable balance function h :

2C × 2T → [0, 1].

QUESTION: Do there exist subsets SC ⊆ C and ST ⊆ T ,
and a positive integer, β ∈ Z+, where |SC | / |ST | = β, such
that h(SC , ST ) ≤ γ?

Theorem: Subset Balancing Problem is NP-Complete.

Proof: Subset Balancing Problem is in NP since for any
guessed subsets, SC ⊆ C and ST ⊆ T , and β ∈ Z+, one



can verify in polynomial time whether |SC | / |ST | = β and
h(SC , ST ) ≤ γ.

To show that Subset Balancing Problem is NP-Complete,
a polynomial transformation from Partition (Given a finite
set X and a size s(x) ∈ Z+ for each x ∈ X, is there a sub-
set X ′ ⊆ X such that

∑
x∈X′ s(x) =

∑
x∈X \X′ s(x)?) must

be defined. For an arbitrary instance of Partition, define
the following particular instance of Subset Balancing Prob-
lem: C = X,T = {1}, and γ = 0. Define h(SC , ST ) = (|∑

x∈SC
s(x)−

∑
x∈C \SC

s(x) | +(|ST |−1)) / (1+
∑

x∈C s(x)).

Clearly, h is polynomially computable. To complete the
proof, one needs to show that an affirmative answer to the
Subset Balancing Problem corresponds to an affirmative an-
swer for Partition, and a negative answer for Subset Balanc-
ing corresponds to a negative answer for Partition.

If there is a Partition, then there exists a subset, X ′ ⊆ X,
s.t.

∑
x∈X′ s(x) =

∑
x∈X \X′ s(x). If SC = X ′, ST = {1},

and |SC | / |ST | = |SC | = β, then, by definition, h(SC , ST ) =
0, which means that the answer to this particular instance
of Subset Balancing Problem corresponds to Partition.

Conversely, suppose that the answer to the particular in-
stance of Subset Balancing Problem is affirmative. Then,
there exists subsets SC ⊆ C and ST ⊆ T , and β ∈ Z+,
where |SC | / |ST | = β, such that h(SC , ST ) = 0. By the
definition of the function h, |T | = 1, and hence, ST = {1}
and |SC | = β. Moreover, if h(SC , ST ) = 0, then, by its
definition,

∑
x∈SC

s(x) =
∑

x∈C \SC
s(x). Therefore, since

X = C, then X ′ = SC results in the arbitrary instance for
Partition having an affirmative answer.

The solution space for the subset selection problem is
enormous. If there are 100 units from which to choose a
subset of 10, there are

(
100
10

)
= 1.73× 1013 possible subsets.

To complicate matters, adhering to the substantive concerns
of this problem requires the underlying distribution of all in-
dependent solutions beyond an objective function threshold.
The independence requirement is significant both substan-
tively and in guiding the design of the optimization algo-
rithm.

3. OBJECTIVES AND RESULTS
Our parallelization of the sequential algorithm diversifies

the search and facilitates retrieval of independent solutions
by running a large number of evolutionary algorithm pro-
cesses simultaneously on individual processor cores. The ba-
sic message passing structure of the algorithm utilizes MPI
and increases the efficiency of the optimization process by
initiating collaborative hill climbing at difficult points of the
optimization. Once the multi-processor search moves be-
yond a particular optimization threshold, the processors re-
sume with sequential searching.

We conducted a series of simulations to gauge the success
of our search protocols. In our simulation, we began with
the well-known Lalonde CPS data set [2]. We then ran-
domly inserted 100 non-overlapping subsets of size 25 into
the first 15,000 observations of the data set. Each subset
has a different outcome value and is a well-matched subset
to a simulated treatment group. An optimization routine
would need to identify all 100 subsets to recover the mean
of the underlying distribution for the treatment effect. Since
the solution space is enormous and the various solutions are
in distinct parts of the solution space, a tabu list is kept
to direct processor effort, preventing overlapping searches

Figure 1: Landscape Traversal
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Figure 2: Scalability Results

in similar parts of the solution space. Figure 1 shows the
results of our simulation. The true underlying distribution
has a mean of 9092.0. The distributions uncovered with 10
and 50 processors is a bit off the mark, but we can see that
the recovered distribution mean approaches the true mean
as the number of processors increases, indicating the value of
incorporating and directing diversified parallel processing.

A major communication bottleneck is resolved by adopt-
ing the asynchronous communication mechanism in [3]. The
code eliminates the costly global synchronization operation
which was originally conducted for incoming message check-
ing after looking at 25 solutions for the crossover and mu-
tation operations in each iteration. With the global syn-
chronization, the message passing time ranged from 42%
on 240 cores to 72% on 960 cores. The message passing
cost declined considerably with asynchronous communica-
tion (0.007% on 240 cores and 0.01% on 960 cores). Fig-
ure 2 shows that the numerical performance scales well in
our weak scaling experiments. With global synchronization
(bottom graph), the time required for synchronization of a
larger number of cores reduced the time spent on the actual
evolutionary search by each core. As a result, more cores
adversely affected the results. However, with asynchronous
communication (top graph), numerical performance is strik-
ingly enhanced as additional cores improves the solution
quality in a fixed amount of time as the solution quality
threshold becomes tighter or smaller.
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