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ABSTRACT
Improving the throughput of data transfer over high-speed
long-distance networks has become increasingly difficult and
complex. Numerous factors such as varying congestion sce-
narios [1], external factors which are hard to characterize
analytically [4], dynamics of the underlying transfer pro-
tocol [3], contribute to this difficulty. In this study, we
consider optimizing memory to memory transfer via TCP,
where the data is transferred from a source memory to a
destination memory using TCP. Inspired by the simplicity
and the effectiveness of additive increase and multiplicative
decrease scheme of TCP variants [5], we propose a tuning
algorithm that can dynamically adapt the number of par-
allel TCP streams to improve the aggregate throughput of
data transfers. We illustrate the effectiveness of the pro-
posed algorithm on a controlled environment. Preliminary
results show significant throughput improvement under con-
gestion.

1. PROBLEM
Given a source src, destination dst, and data of size s that
need to be transferred between them, the problem of through-
put optimization can be formulated as maximizing the inte-
gral of throughput over time:

argmax
x∈D

∫ T
f
end

Tstart

ft(x, st, δt, θ
src
t , θdstt )dt, (1)

where x ∈ D ⊂ Rm is a vector of m tuning parameters that
control the transfer; D is a domain of possible values for the
tuning parameters; δt is a hyperparameter capturing net-
work condition at time t; and θsrct and θdstt are hyperparam-
eters describing external loads on the source and destination
at time t, respectively. The non-negative function ft is the
observed throughput from time t′ to t′′ (t′′ − t′ = dt) for
transferring data of size st. The integral limits Tstart and
T f
end denote the transfer start and end time, respectively,

where the T f
end depend on the throughput ft. The network

condition hyperparameter δt can include the transfer pro-
tocol parameters. External load hyperparameters θsrct and
θdstt can include parameters that describe the state of the
various components such as CPU, memory, and (parallel)
file system.

2. ADAPTIVE CONCURRENCY
The algorithm that we propose monitors throughput of a
given transfer at every s seconds and finds a suitable num-
ber ns of parallel TCP streams. We refer this event as con-
trol epoch. Let c be the current control epoch at which we
need to set a value for nsc. Let fc−1(nsc−1, · · · )c−1 and
fc−2(nsc−2, · · · ) be the observed throughputs with nsc−1

and nsc−2 parallel streams at previous control epochs c− 1
and c− 2, respectively.

At each control epoch c, the following control logic (con-
troller) determines nsc:

nsc =


nsc−1 + 1, if nsc−1 = nsc−2 and |∆c| > ε

nsc−1 + 1, if nsc−1 6= nsc−2 and δc > ε

nsc−1 − 1, if nsc−1 6= nsc−2 and δc < −ε
nsc−1, otherwise

(2)

where,

∆c =
fc−1(nsc−1, · · · )− fc−2(nsc−2, · · · )

fc−2(nsc−2, · · · )
(3)

and

δc =
∆c

nsc−1 − nsc−2
(4)

The controller increases the number of streams whenever it
detects congestion or newly available additional bandwidth.
It decreases the number of streams when it detects that sr-
chas become the bottleneck. It does not change the number
of streams when there is no significant change (determined
by a user-defined parameter ε) in throughput between two
consecutive control epochs.

3. RESULTS
We use fs18 machines (a dual socket dual-core AMD Opteron
Processor 2216 machine running at 2.3 GHz with 8 GB main
memory) at Argonne’s joint lab for system evaluation as the
source and dmz machine (a dual socket eight-core Intel Xeon
CPU E5-2670 running at 2.60GHz with 32 GB main mem-
ory) at University of Chicago as the destination. While fs18



Figure 1: Impact of tuning on observed throughputs and number of parallel streams

is connected to the network through 1Gb/s link, dmz is con-
nected to network via 40Gb/s NIC. Consequently, the peak
throughput is 1 Gb/s (125 MB/s). The command line util-
ity globus-url-copy from Globus toolkit [2] is used for the
transferring data from /dev/zero to /dev/null. Conges-
tion is artificially introduced in the 1 Gb/s link by starting
a transfer (external) in the background from fs18 to dmz.
The actual transfer is launched with 5s delay. The actual
and external transfers are pinnded to core 0, 1 of fs18, re-
spectively.

First, we run some exploratory runs with ns ∈ {1, 2, 4, . . . ,
512}, where the external transfers’s parallel streams are set
to 0, 1, 2, 4, 8, 16, and 32. The results are shown in Figure
1 (left). When there is no congestion, a single stream can
saturate the outbound link, where increasing the number
of streams detrimental. When there are external streams,
the single stream’s throughput becomes poor and multi-
ple streams increases the throughput. This is due to the
network fairness property of TCP protocol, which refers to
a condition in which different streams operating on addi-
tive increase multiplicative decrease type schemes have an
equal number of packets in flight at each congestion event.
Therefore, when the outbound link is congested with exter-
nal traffic/transfers, increasing ns will result in allocation
of additional bandwidth for the new stream at the expense
of all other streams. The required ns to reach maximum
achievable throughput increases with an increase in conges-
tion. However, increasing the number of streams beyond
certain point, which is determined by congestion, results
in performance degradation. Figure 1 (center) shows the
obtained throughput with the online tuning algorithm. We
can observe that all transfers reach the maximum achievable
throughput but the number of control epochs required in-
creases with the external streams. By default, the controller
starts with ns = 1. Since the increase is only additive, it
needs K control epochs when K is the best value for ns.
Once it reaches that value, it maintains steady throughput.
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