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ABSTRACT

Modern supercomputer centers are needed for the energy
savings because of reducing the running costs. For increased
energy savings, reducing the standby power of hardware
devices is indispensable because many devices in an HPC
system are unused for long periods. Although many tech-
niques like per-core power gating have succeeded in reduc-
tion of CPU standby power, power savings of memories are
still modest regardless of its considerable amount of standby
power. To bridge this gap, we propose exploiting memory
hotplug for power savings of memories within HPC systems.
Memory hotplug, which is supported by Linux kernel 3.9 or
later, is to plug and pull DIMMs in a running computer sys-
tem. With this state-of-the-art technology, this paper pro-
poses a technique to control memory size called on-demand
memory hot-add. Our experiment with HPCC benchmarks
demonstrates that the proposed technique allows a server
node to turn off many slices of memories.
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1. INTRODUCTION
Many supercomputer centers suffer from the large amount

of power consumption [6], and it drives many engineers to
develop various new technologies for energy savings of HPC
systems. Standby power of hardware devices is a key fac-
tor to increase energy savings, because many devices in an
HPC system are unused for long periods. Nowadays some
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Figure 1: On-demand memory hot-add

researchers advocate using overprovisioned systems for im-
proved energy efficiency of HPC systems [4, 5], but this trend
increases the number of idle devices within an HPC system
and thus makes the standby-power problem more serious.

Although many techniques like per-core power gating have
succeeded in reduction of CPU standby power, power sav-
ings of memories are still modest regardless of its consid-
erable amount of standby power. Most commercial memo-
ries employ some low-power modes like active power-down
to reduce their standby power [2]. However, according to
our preliminary evaluation, a 4GB DDR3-1333 SDRAM still
consumes 1.05 W even when all CPUs are idle. The standby
power of memories reaches 80 kW in a supercomputer if it
has 10,000 idle nodes, with each node having 8 DIMMs. To
stop this wastage of memory standby power, this paper pro-
poses using memory hotplug [1, 3] in HPC systems.

2. ENERGY SAVINGS USING MEMORY

HOTPLUG
Memory hotplug, which is supported by Linux kernel 3.9

or later, is to plug and pull DIMMs in a running computer
system. A step to dynamically plug a DIMM into a DIMM
slot is called memory hot-add, while a step to pull a DIMM
up is called memory hot-remove. Each step is further di-
vided into two phases: logical and physical phases. A logical
phase is to change memory state into available/unavailable
for users, while a physical phase is to physically plug/pull
DIMMs. At present, computer systems capable of memory
hotplug are limited because additional hardware support is
needed for physical hot-add/remove, but such systems are
expected to gradually increase. Memory hotplug is usually
used for increase of system availability. In contrast, we use
it to power off unused memories (not pulling DIMMs up).

This paper proposes on-demand memory hot-add to con-
trol an amount of memories depending on memory usage, as
shown in Figure 1. A daemon program, which periodically
monitors memory and swap usage in a compute node and
turns on/off memories, is used. When a compute node turns
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Figure 2: Percentage of turn-on memories.

into idle state, memory usage on the node decreases and the
daemon program then reduces most slices of memories ac-
cording to the monitored memory usage. After a job starts
to run on the node, memory usage on the node exceeds avail-
able memory size and then starts to use swap space. When
the daemon program detects the above situation, it turns on
some slices of memories to avoid swapping.

3. EXPERIMENT
We investigated the impact of polling periods of the dae-

mon program on the memory usage and performance of a
server node. The node configuration is summarized in Ta-
ble 1. We used five programs in the HPCC benchmark suit:
HPL, DGEMM (star DGEMM), PTRANS, RA (MPI Ran-
domAccess), and FFT (MPI FFT). The input parameter of
Ns was set to 20,000. All programs ran with 16 MPI pro-
cesses five times. The Intel Hyper-Threading technology was
disabled to realize identical program behavior through five
reptitions. Three polling periods (0.1, 0.01 and 0.001 sec-
onds) were tested. Memory and swap usage was monitored
with the Linux “free” command.

This paper focuses on the impact of logical memory hot-
plug on application performance. This is because our server
node does not support physical memory hotplug and logical
memory hotplug does not affect the memory power. We con-
firmed it through the experiment with a power meter. We
will investigate the performance and power impact of mem-
ory hotplug including physical hot-add/remove in the future.
Memory hotplug changes memory size by per-128MB, which
is automatically set by the Linux kernel.

Figure 2 shows the percentage of turn-on memories under
various polling periods. The result is averaged over five rep-
etitions. As shown in the figure, all programs use a small
amount of memories (20% or less) even at runtime. Specifi-
cally, the proposed technique turns off the memory slices of
up to 91.2% (HPL) and of 89.3% on average when using the
polling period of 0.1 second. Memory hotplug has a great
potential to save the standby power of memories.

Table 1: System configuration.

Name Remarks
CPU Xeon E5-2650 v2 (2.6GHz) x2

16 physical and 32 logical cores
Memory 16GB DDR3-1600 SDRAM x2
OS Ubuntu 14.04 with Linux kernel 3.13

0%

20%

40%

60%

80%

100%

HPL DGEMM PTRANS RA FFT GM

R
el

at
iv

e 
pe

rfo
rm

an
ce

Benchmark programs

0.001 second 0.01 second 0.1 second

Figure 3: Performance impact of on-demand mem-

ory hot-add under various polling periods.

Figure 3 shows the performance impact of on-demand
memory hot-add under various polling periods. Each appli-
cation performance is normalized to that without on-demand
memory hot-add. As shown in the figure, the 0.1-second
polling scheme shows the best performance in three polling
schemes. The 0.1-second polling scheme shows the relative
performance of 97.3% in the worst case (FFT) and of 99.0%
on average.

4. SUMMARY
This paper proposed on-demand memory hot-add to save

the memory standby power in HPC systems. Our experi-
ment with HPCC benchmarks reveals that memory hotplug
has a great potential to save the memory standby power.
We will investigate the impact of memory hotplug including
physical steps on the power and performance of large-scale
computer systems.
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