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1. INTRODUCTION
In the era of Big Data, S/W is now the bottleneck in our data
centers [1]. While S/W (such as OSes) had the central role
of data movement (data plane) in the center of I/O devices
and processing units as a mediator, the performance penalty
of such roles has been increased throughout the years, as the
performance capabilities of such I/O devices and processing
units have increased (Figure 1-(a)). The challenge of this
bottleneck, is now leading us to a trend of accelerating the
data plane, by ruling out the role of the S/W ([7, 2]).

This data plane acceleration has been achieved with the help
of underlying hardware, which operates on a much higher
abstraction level, capable of performing complex I/O pro-
cessing tasks (Figure 1-(b)). Here, the system benefits from
efficient logic execution of specialized H/W, which signifi-
cantly improves latency and throughput. Yet, data move-
ment between I/O devices (i.e., NICs to SSDs or NICs to
GPUs) requires S/W intervention, since these operations are
application specific. They are not quite suitable to be im-
plemented in H/W.

There have been proposals which employ FPGAs (field pro-
grammable gate arrays) to implement high level application
specific data path operations in H/W logic ([4, 6], Figure 1-
(c)). Applications such as network attached high perfor-
mance storage (QuickSAN [4], BlueDBM [6]) and key value
storage (DRAM based [5], NAND Flash SSD based [3]) have
been demonstrated to exhibit significant improvement, com-
pared to their S/W based counterparts. However, such im-
plementations are based on a single FPGA board (per node)
implementing all the required connectivity to I/O devices
and functions. These I/O ports are usually driven by FPGA
based logic, which has less performance and less capabilities
than the ASIC based counterparts already present in the
host system.
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Figure 1: Comparing data plane acceleration meth-

ods

2. DESIGN
In this paper, we aim to remove the functional redundancy
seen in recent FPGA based data plane accelerators. Our
goal is to implement an FPGA based data plane acceler-
ator, which seamlessly integrates into a system equipped
with commodity ASIC based I/O devices (i.e., conventional
10GbE NICs, or NVM-e SSDs, Figure 1-(d)).

2.1 Key Ideas
ASIC + FPGA: The key idea behind our design is to
reuse commodity I/O devices already installed within a sys-
tem. We aim to do so, because 1) these I/O devices are
capable of superior performance since they are likely to be
implemented on ASIC for mass production, 2) prior sophisti-
cated ASIC based acceleration functions can be re-used, and
3) the design is likely to be intensively verified and tested.
Trying to re-implement these properties on an FPGA would
cost significant development time.

PCI-e Endpoint to Endpoint Communication: Our
solution to the seamless ASIC + FPGA integration is PCI-e
endpoint to endpoint communication. Usually, PCI-e com-
munication is only done between endpoints and the root
complex (the host system side), but we aim to exploit com-
munications between endpoints which are rarely used. To
achieve this, we propose device drivers, similar to the on in
host OSes, within FPGAs as H/W logic.
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drivers on FPGAs can be tedious, since HDL (hardware de-
scription languages) are not suitable for this task. However,
current generations of high level synthesis tools enables us
to design complex control logic with less effort.

2.2 Device Driver on an FPGA
The core part of our work is the implementation of an FPGA
based device driver which controls conventional I/O devices
such as 10GbE NICs and NVM-e SSDs (Figure 2). While the
behavior of the H/W logic is identical to the host OS device
driver counterparts, device drivers designed in H/W have
significant advantage in I/O processing performance, due to
the inherent parallelism and fine grained logic execution.

2.3 Stream based Data path
The FIFO queue implementation seen in our device driver is
in fact our main abstraction used to build up the accelerated
data plane. Here, we aim to build a streaming pipeline con-
sisting data processing units (Figure 3). The FIFO queue
abstraction is the glue for all the processing components im-
plemented in the system.

3. CONCLUSIONS
In this work, we have proposed a cost effective FPGA based
data plane which involves multiple I/O devices. Rather than
re-implementing I/O functions within a single FPGA board,
our proposal is to link pre-existing ASIC based I/O devices
in the data path by exploiting PCI-e endpoint to endpoint
communication from a PCI-e attached FPGA. By doing this,
we aim to capture the superior performance of these ASIC
based I/O devices and perform a cost effective FPGA based
data plane acceleration at a more higher abstraction level.
In the future, we plan to design seamless integration of our
data path implementation with the host OS.
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